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PEER-TO-PEERNAME RESOLUTION PROTOCOL (PNRP)

AND MULTILEVEL CACHE FOR USE THEREWITH

CROSS-REFERENCE TO RELATED PATENT APPLICATIONS

[0001] This patent application claims the benefit of U.S. provisional patent application

60/280,896 filed April, 2, 2001, the teachings and disclosure of which are hereby

incorporated by reference.

FIELD OF THE INVENTION

[0002] The present invention relates generally to name resolution protocols, and more

particularly relates to peer-to-peer name resolution protocols.

BACKGROUND OF THE INVENTION

[0003] Peer to peer communication, and in fact all types of communication, depend on

the possibility to establish connections between selected entities. Entities may have one or

several addresses. Indeed, these addresses often vary as the entities move in the network,

because the topology changes, or because an address lease cannot be renewed. A classic

architectural solution to this addressing problem is thus to assign to each entity a stable name,

and to "resolve" this name when a connection is needed. This name to address translation

must be very robust, and it must also allow for easy and fast updates.

[0004] There are two classic types of name services, to wit, those based on the multicast,

and those based on centralized servers. Recently, the pure peer-to-peer networks Gnutella

and Freenet have tried to perform the naming function using distributed algorithms.

Unfortunately, all of these algorithms have limitations, which limit their ability to provide a

universal solution in networks approaching the size of the Internet.



2

[0005] In the multicast architecture, the requests are sent to a multicast address to which

all the stations in the group listen. The target recognizes its name, and responds. Examples of

such services are SLP and SSDP. Unfortunately, multicast services involve a high

networking overhead, since the network must transmit many copies of any request.

Additionally, they also involve a high computing overhead, since all the members of the

group will receive and process all queries, only to discard those in which they don't recognize

their own name. Because of these overheads, the multicast architecture is typically only used

in very small networks that contain a limited number ofnodes and a small number of links.

In order to scale, the multicast protocols often include a provision for the insertion of

centralized servers, and a transition to a centralized mode when a server is present.

[0006] In such a centralized architecture, the requests are processed by a centralized

server whose database contains the mapping between names and addresses. The domain

name service (DNS) used today in the Internet combines a centralized root with a network of

servers, organized to resolve hierarchical names. Unfortunately, centralized and semi-

centralized services have proven to have several kinds of weaknesses. First, because all trust

reUes on the central server, updating information requires strong controls. In practice,

centralized servers have difficulties coping with the load, and can only work if a large

fraction of the queries are solved by means of caches. Old copies of the name to address

resolutions linger in these caches, however, which makes fast updates difficult. Further, the

centralized server is a point of political, legal and commercial control. These controls can

interfere with the reliability of the service. One may be tempted to dismiss these weaknesses

as mere scaling issues, but it is very clear that they derive directly from the use of centralized

services.

[0007] In Gnutella, there is no central database. Each node "knows" about a set of named

objects. A global search is performed by executing parallel searches on the neighboring

nodes within a specified "radius" and merging the results. This form of spreading trades

memory, the footprint of the database on each node, for messages and computation. If the

database is partitioned in P components, for example, then each request will request at least P

messages and fill trigger searches in at least P nodes. If the dataset is limited in size, then the

number of components P is entirely a function of the relation between the size of the dataset
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and the maximum size S that a given node can store. In that case, the system scales if the

number P ofcomponents is basically a constant. However, as the numberN of nodes

increases, the number of copies of a given component grow^s as 0(N/P), v^hich is equivalent to

0(N). As such, the number of searches grows as the number of nodes, 0(N). Therefore, the

number of searches that a given copy of a component must process scales as the number of

searches divided by the number of copies. As both numbers grow linearly with N, the

number of searches per copy remains constant.

[0008] Unfortunately, in a name server application both the size of the database and the

number of searches grow linearly with N, the number of members. This presents a scaling

problem. Specifically, there will be 0(N/P) copies of any components, and 0(N) searches per

unit of time. As such, each node will have to send 0(P) message per search. Since each

component will be searched 0(N) time, each copy will be searched (0(N)/0(N/P)) - 0(P)

times. If there is a maximum size S for a given component, limited by the available

memory, then P must grow as 0(N/S). Ifwe assume that S is constant, then P must grow as

0(N). Thus, the number of searches that each node processes and the number of messages

that each node sends and receives will both grow as 0(N). In short, if the dataset grows as the

number of nodes, then a simple partitioning strategy cannot be sustained. In fact, a surge in

Gnutella demand during the NAPSTER trial caused the system to collapse. Later, the surge

in demand caused the average traffic to exceed the capacity ofmodem links, which in turn

caused the Gnutella system to splinter in a set of disconnected networks.

[0009] Freenet is a "peer to peer" network that organizes itself with an organic algorithm.

The purpose of the network is to distribute documents, identified by a binary identifier. A

search for a document will result in a request, propagated to a neighbor of the requesting

node as illustrated in FIG. 8, If this neighbor does not have a copy of the document, it

forwards the request to another neighbor, and so on. If the document is found, each node in

the path, in turn, gets a copy, until finally a copy arrives at the initial requester. Also, there

are cases in which no copy will be found, and the search will fail. Nodes that forward

searches do not select a neighbor entirely at random. They compare the document's identifier

to other identifiers that where previously served by the neighbors and stored in their routing

table. Information stored includes a unique number, the address, and a certificate for these
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neighbors. The node then selects the "closest" neighbor which previously served documents

whose identifiers were most similar to the searched identifier. According to the authors of

this algorithm, nodes that receive successive requests for similar documents will accumulate

a "cluster" of such documents. As such, the most popular documents will tend to be copied

near the place where they are needed.

[0010] Freenet nodes maintain a "routing table" that associates document identifiers and

the identification of neighbors from which a document was received. The routing tables are

updated as a by-product of the retrieval process, i.e. when a request is successful, each node

in the path enters in the table an entry linking the document identifier and the neighbor node

from which the document was received. In a real life environment, there are limits to the

practical size of the routing table. Once the limit is reached, nodes will have to select the

entries that they intend to keep, or drop. When the limit is reached, a new input will replace

the least recently used entry.

[0011] When a document is sought, the node looks up the nearest key in its routing table

to the key requested and forwards the request to the corresponding node. In Freenet, the key

is a 1 60-bit number. The routing table to find the best suited neighbor. If this neighbor is

already listed in the path, the next one is selected, etc. If the search in the routing table is

inconclusive, and if there are neighbors that were not already visited, one of these neighbors

will be selected. If there is no available neighbor, the request is sent back to the previous

node in the path, which can then try a better fit. If the request has rolled back all the way to

the sender and there is no new neighbor, or if the maximimi number ofhops has been

exceeded, a failure is declared.

[0012] The use of the Freenet algorithm to provide name service in networks containing,

in first approximation, exactly one name per node in an environment in which each node

publishes exactly one document illustrates the leaming effect and its limitations. For

example, the leaming process is quite slow. Indeed, the leaming effect varies widely based

on several factors. First, the shape of the graph influences this process. A graph that is more

connected yields better results. The number of hops allowed for a given request also plays a

substantial role in the leaming process. If that number is too small, the results are
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dramatically worse. The size ofthe cache in each node is a factor as is the size of the

network.

[0013] The success rates achieved through the use of the Freenet algorithm vary for

various network sizes, after allowing time for network learning. If the average number of

neighbors per node is assumed to be 5, the requests are allowed to visit up to 256 nodes, and

each node is able to cache up to 512 entries, the effect of the network size becomes quite

dramatic. Past a certain size, the learning process stops working all together. On a 10,000

node network, for example, the success rate drops to about 40%. In short, the Freenet

algorithm does not scale well.

[0014] There exists, therefore, a need in the art for a naming protocol, to the scale of the

Internet, which can define the management of at least 10 billion name-to-address mappings.

A preferred solution should be fully decentralized, self-tuning and efficient. It should also

provide a high level of security. However, as the above discussion makes clear, none of the

existing technologies provides such a protocol.

BRIEF SUMMARY OF THE INVENTION

[0015] The inventive concepts disclosed in this application involve a new name

resolution protocol that can operate in the absence of any centralized server. This new peer-

to-peer, server-less name resolution protocol ensures convergence despite the size of the

network, without requiring an ever-increasing cache and with a reasonable numbers of hops.

[0016] As discussed above, pure peer-to-peer networks, such as Gnutella and Freenet, use

distributed algorithms to perform the naming function. Unfortunately, these algorithms

cannot guarantee convergence as the size of the network increases. That is, they cannot

guarantee convergence without linearly increasing the size of the cache with the size of the

network, and without extending the number of hops that are allowed to an unreasonable

number.
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[0017] The server-less or peer-to-peer name resolution protocol of the instant invention

solves these problems and ensures convergence in large networks through two mechanisms: a

multilevel cache and a proactive cache initialization strategy. The multilevel cache allows

the protocol to adapt to networks ofvarious sizes, and grows only as the logarithm of the size

ofthe network (not linearly as required by prior peer-to-peer protocols). The multilevel

cache is built based on an underlying concept of a circular number space. Each level in the

cache contains information from different levels of slivers of the circular space. The number

of levels in the cache is dependent on the size of the network to which it is attached.

However, since this size is not known, a mechanism is included to add a level to the

multilevel cache when the node determines that the last level is full. In this way, rapid

convergence is assured.

[0018] As a first extension to the peer-to-peer name resolution protocol, a mechanism to

allow resolution ofnames is also presented. These names are mapped onto the circular

number space through a hash function. However, recognizing that there may be multiple

entries for a single hash value (e.g. in large groups of 10,000 members), a unique number is

associated with the hash of the name as <hash>.<unique number> (<M>.<N>). With this

extension, the core protocol ofthe instant invention may be used for names as well as

numbers.

[0019] The second extension to the base protocol of the present invention provides a real

world integration of the peer-to-peer resolution protocol with the domain name system. By

providing each node with an identification consisting of a DNS component and a unique

number, the DNS mechanism can be used to locate a server for that DNS component; this can

be either a local DNS resolver that also has knowledge of PNRP, or a centralized server that

manages the specified DNS component. This server may then go into the peer-to-peer name

resolution protocol (PNRP) space using the protocol of the present invention with the unique

number portion to find the particular node, and return that information to the requester. The

individual node can find a neighbor to help seed its cache by sending a request to the

centralized server with a random number.
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BRIEF DESCRIPTION OF THE DRAWINGS

[0020] The accompanying drawings incorporated in and forming a part of the

specification illustrate several aspects of the present invention, and together with the

description serve to explain the principles of the invention. In the drawings:

[0021] FIG. 1 is a block diagram generally illustrating an exemplary computer system on

which the present invention resides;

[0022] FIG. 2 is a graphical representation of the circular number space of the present

invention;

[0023] FIG 3 is a graphical illustration of the average number of hops expected for

convergence with the system of the present invention;

[0024] FIG. 4 is simplified illustration of the multilevel cache of the present invention;

[0025] FIG. 5 is a graphical illustration of the number of hops versus cache partition size

for several network sizes to reach convergence with the system of the present invention;

[0026] FIG. 6 is a graphical representation of the circular number space ofthe present

invention as expanded to include name-to-number mappings in accordance with the present

invention;

[0027] FIG. 7 is a simplified graphical illustration of the domain name service (DNS) and

peer to peer space illustrating cross-over application of the system of the present invention

between these two spaces; and

[0028] FIG. 8 is a graphical illustration of a peer-to-peer space.

[0029] While the invention will be described in connection with certain preferred

embodiments, there is no intent to limit it to those embodiments. On the contrary, the intent

is to cover all alternatives, modifications and equivalents as included within the spirit and

scope of the invention as defined by the appended claims.

DETAILED DESCRIPTION OF THE INVENTION

[0030] Turning to the drawings, wherein like reference numerals refer to like elements,

the invention is illustrated as being implemented in a suitable computing environment.

Although not required, the invention will be described in the general context of computer-

executable instructions, such as program modules, being executed by a personal computer.
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Generally^ program modules include routines, programs, objects, components, data

structures, etc. that perform particular tasks or implement particular abstract data types.

Moreover, those skilled in the art will appreciate that the invention may be practiced with

other computer system configurations, including hand-held devices, multi-processor systems,

microprocessor based or programmable consumer electronics, network PCs, minicomputers,

mainframe computers, and the like. The invention may also be practiced in distributed

computing environments where tasks are performed by remote processing devices that are

linked through a communications network. In a distributed computing environment, program

modules may be located in both local and remote memory storage devices.

[0031] Figure 1 illustrates an example of a suitable computing system environment 100

on which the invention may be implemented. The computing system environment 100 is

only one example of a suitable computing environment and is not intended to suggest any

limitation as to the scope of use or functionality of the invention. Neither should the

computing environment 1 00 be interpreted as having any dependency or requirement relating

to any one or combination of components illustrated in the exemplary operating environment

100.

[0032] The invention is operational with numerous other general purpose or special

purpose computing system environments or configurations. Examples of well known

computing systems, environments, and/or configurations that may be suitable for use with the

invention include, but are not limited to, personal computers, server computers, hand-held or

laptop devices, multiprocessor systems, microprocessor-based systems, set top boxes,

programmable consumer electronics, network PCs, minicomputers, mainframe computers,

distributed computing environments that include any of the above systems or devices, and the

like.

[0033] The invention may be described in the general context of computer-executable

instructions, such as program modules, being executed by a computer. Generally, program

modules include routines, programs, objects, components, data structures, etc. that perform

particular tasks or implement particular abstract data types. The invention may also be

practiced in distributed computing environments where tasks are performed by remote
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processing devices that are linked through a communications network. In a distributed

computing environment, program modules may be located in both local and remote computer

storage media including memory storage devices.

[0034] With reference to Figure 1, an exemplary system for implementing the invention

includes a general purpose computing device in the form of a computer 110. Components of

computer 1 10 may include, but are not limited to, a processing unit 120, a system memory

130, and a system bus 121 that couples various system components including the system

memory to the processing unit 120. The system bus 121 may be any of several types ofbus

structures including a memory bus or memory controller, a peripheral bus, and a local bus

using any of a variety of bus architectures. By way of example, and not limitation, such

architectures include Industry Standard Architecture (ISA) bus. Micro Channel Architecture

(MCA) bus. Enhanced ISA (EISA) bus. Video Electronics Standards Associate (VESA) local

bus, and Peripheral Component Interconnect (PCI) bus also known as Mezzanine bus.

[0035] Computer 110 typically includes a variety of computer readable media. Computer

readable media can be any available media that can be accessed by computer 110 and

includes both volatile and nonvolatile media, removable and non-removable media. By way

of example, and not limitation, computer readable media may comprise computer storage

media and communication media. Computer storage media includes both volatile and

nonvolatile, removable and non-removable media implemented in any method or technology

for storage of information such as computer readable instructions, data structures, program

modules or other data. Computer storage media includes, but is not limited to, RAM, ROM,

EEPROM, flash memory or other memory technology, CD-ROM, digital versatile disks

(DVD) or other optical disk storage, magnetic cassettes, magnetic tape, magnetic disk storage

or other magnetic storage devices, or any other medium which can be used to store the

desired information and which can be accessed by computer 110. Communication media

typically embodies computer readable instructions, data structures, program modules or other

data in a modulated data signal such as a carrier wave or other transport mechanism and

includes any information delivery media. The term "modulated data signal" means a signal

that has one or more of its characteristics set or changed in such a manner as to encode

information in the signal. By way of example, and not limitation, communication media
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includes wired media such as a wired network or direct-wired connection, and wireless media

such as acoustic, RF, infrared and other wireless media. Combinations of the any of the

above should also be included within the scope of computer readable media.

[0036] The system memory 130 includes computer storage media in the form of volatile

and/or nonvolatile memory such as read only memory (ROM) 131 and random access

memory (RAM) 132. A basic input/output system 133 (BIOS), containing the basic routines

that help to transfer information between elements within computer 1 1 0, such as during start-

up, is typically stored in ROM 131. RAM 132 typically contains data and/or program

modules that are immediately accessible to and/or presently being operated on by processing

unit 120. By way of example, and not limitation. Figure 1 illustrates operating system 134,

application programs 135, other program modules 136, and program data 137.

[0037] The computer 110 may also include other removable/non-removable,

volatile/nonvolatile computer storage media. By way of example only. Figure 1 illustrates a

hard disk drive 141 that reads from or writes to non-removable, nonvolatile magnetic media,

a magnetic disk drive 151 that reads from or writes to a removable, nonvolatile magnetic disk

152, and an optical disk drive 155 that reads from or writes to a removable, nonvolatile

optical disk 156 such as a CD ROM or other optical media. Other removable/non-removable,

volatile/nonvolatile computer storage media that can be used in the exemplary operating

environment include, but are not limited to, magnetic tape cassettes, flash memory cards,

digital versatile disks, digital video tape, solid state RAM, solid state ROM, and the like. The

hard disk drive 141 is typically connected to the system bus 121 through a non-removable

memory interface such as interface 140, and magnetic disk drive 151 and optical disk drive

155 are typically connected to the system bus 121 by a removable memory interface, such as

interface 150,

[0038] The drives and their associated computer storage media discussed above and

illustrated in Figure 1 , provide storage of computer readable instructions, data structures,

program modules and other data for the computer 110. In Figure 1 , for example, hard disk

drive 141 is illustrated as storing operating system 144, application programs 145, other

program modules 146, and program data 147. Note that these components can either be the
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same as or different from operating system 134, application programs 135, other program

modules 136, and program data 137, Operating system 144, application programs 145, other

program modules 146, and program data 147 are given different niimbers hereto illustrate

that, at a minimum, they are different copies. A user may enter commands and information

into the computer 110 through input devices such as a keyboard 162 and pointing device 161,

commonly referred to as a mouse, trackball or touch pad. Other input devices (not shown)

may include a microphone, joystick, game pad, satellite dish, scanner, or the like. These and

other input devices are often connected to the processing unit 120 through a user input

interface 1 60 that is coupled to the system bus, but may be connected by other interface and

bus structures, such as a parallel port, game port or a universal serial bus (USB). A monitor

191 or other type of display device is also connected to the system bus 121 via an interface,

such as a video interface 190. In addition to the monitor, computers may also include other

peripheral output devices such as speakers 197 and printer 196, which may be connected

through a output peripheral interface 195.

[0039] The computer 110 may operate in a networked environment using logical

connections to one or more remote computers, such as a remote computer 1 80. The remote

computer 1 80 may be another personal computer, a server, a router, a network PC, a peer

device or other common network node, and typically includes many or all of the elements

described above relative to the personal computer 110, although only a memory storage

device 181 has been illustrated in Figure 1. The logical connections depicted in Figure 1

include a local area network (LAN) 171 and a wide area network (WAN) 173, but may also

include other networks. Such networking environments are commonplace in offices,

enterprise-wide computer networks, intranets and the Internet.

[0040] When used in a LAN networking environment, the personal computer 1 10 is

connected to the LAN 171 through a network interface or adapter 1 70. When used in a WAN
networking environment, the computer 110 typically includes a modem 172 or other means

for establishing communications over the WAN 173, such as the Internet. The modem 172,

which may be internal or external, may be connected to the system bus 121 via the user input

interface 160, or other appropriate mechanism. In a networked environment, program

modules depicted relative to the personal computer 1 1 0, or portions thereof, may be stored in
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the remote memory storage device. By way of example, and not limitation, Figure 1

illustrates remote application programs 185 as residing on memory device 181. It will be

appreciated that the network coxmections shown are exemplary and other means of

establishing a communications link between the computers may be used,

[0041] In the description that follows, the invention will be described with reference to

acts and symbolic representations of operations that are performed by one or more computer,

unless indicated otherwise. As such, it will be understood that such acts and operations,

which are at times referred to as being computer-executed, include the manipulation by the

processing unit of the computer of electrical signals representing data in a structured form.

This manipulation transforms the data or maintains it at locations in the memory system of

the computer, which reconfigures or otherwise alters the operation of the computer in a

manner well understood by those skilled in the art. The data structures where data is

maintained are physical locations of the memory that have particular properties defined by

the format of the data. However, while the invention is being described in the foregoing

context, it is not meant to be limiting as those of skill in the art will appreciate that various of

the acts and operation described hereinafter may also be implemented in hardware.

[0042] As illustrated above, establishing peering relations is an expensive process in

Freenet, This forces a relatively static graph, in which requests and files can only be

forwarded along preexisting associations. However, the response rate improved when the

number of associations per peer increased. This suggests that better results may be obtained

if the peers where allowed to spontaneously build relations. Another observation is that an

LRU management of the knowledge table may well be counterproductive. The clustering

effect may occur, but it occurs in a haphazard way. Arrival ofnew information, through the

results of queries, may in fact drown the useful knowledge in useless noise. In the system of

the present invention, the knowledge management privileges the keys that are most similar to

the keys of the local peer.

[0043] In an embodiment of the system of the present invention, each node accumulates a

routing table that contains a list of references to other nodes in the network. For each node

entry, address information, which may include a node identification, address, the key ofthe
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node, and the distance between the key of this node and the key ofthe local node are

obtained. Each time the local node learns about a remote node^ it checks whether the node is

already known, and if not whether to enter an entry in the routing table. This will always be

the case as long as the number of entries has not reached the size limit. When the limit is

reached, any new entry will replace an existing entry; there are several implementations

strategies, such as trying to find well spaced entries in the name space, trying to select entries

that are in close proximity to the local node, or simply selecting at random an existing entry

to be replaced. This way, the routing table will always be refreshed to contain active

neighbors. The replacement mechanism does not affect the direct neighbors. These neighbor

entries are created when the graph is set up. This restriction is used in one embodiment in

order to maintain some degree of connectivity. In a preferred embodiment, the replacement

strategy is random in each cache level, rather than based on a utility measure. Each entry has

an 'ideal cache level' determined by its 'distance' from the cache owner. New entries may

only be added to the cache level corresponding to their distance, or to the lowest level if the

entry's 'ideal cache level' has not been breached yet.

[0044] In the system of the present invention, when a node receives a query it searches

for the entry in its routing table whose key best matches the target, excluding the nodes that

have already been visited. The query is then forwarded directly to the node that advertised

the entry. Ifthere is no adequate entry, the request is sent back to the node from which the

request was received; this node will try another entry in its own routing table. The request is

successful if it reaches the entry whose key matches the target. It is unsuccessful ifthe target

is not reached in the maximum number of steps, or if the node from which the request was

received tries all possible neighbors and receives a negative response. In the case of

successful requests, the response is relayed by all intermediate hops. It carries the address of

the node that held the target key, and this entry can be inserted in the routing tables of the

intermediate nodes.

[0045] In one embodiment the node identifiers are randomly selected integers, expressed

in complement to 2 notation. With this notation, in an n-bit format, the numbers vary between

-2^^^'^^ and 2^""^^-l . The distance function calculates the absolute difference between two

integers. This provides for a circular space in which the distance between the extreme points.
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-2^*^"^^ and 2^""^^-l , is 1 . An illustration of this circular number space 1 82 is provided in FIG.

2. In a network ofN nodes, N randomly spaced identifiers in that circular number space are

chosen. If a node accumulates a cache ofK entries containing the identifiers of the K nodes

whose identifiers are closest to its own identifier, that cache may be viewed as covering a

sliver of the circular space whose average angular magnitude would be a=27tK/N.

[0046] When a node of identifier X receives a query for an identifier Y, the angular

distance between X and Y may be expressed as p==27i|X-Y|/2". If p is lower than a/2, then Y

should be one of the K entries in the local cache since the node will know of approximately

all of the peers within this close sliver, as will be discussed below. The target has been foimd.

In the other cases, the node will pick the entry that is closest to Y, That entry will be one of

the edges of the sliver, which means that at the next step (hop), the angular distance will be

reduced on average by a/2. At this next hop (having an identifier of X*, this process will be

repeated, until the target is found. As illustrated in FIG. 2, an additional hop to a node having

an identifier ofX" is required to find the desired target Y. The maximum value of P is tc,

corresponding to a distance of 2^""^^, over which an average ofN/2 entries will be found.

Each step (hop) reduces the angle by a/2, corresponding to K/2 entries. After a sufficient

number of steps (hops), the request is assured to reach the target. Since a/2 corresponds to

TcK/N, and since the maximum angle is n the maximum number of steps is: H = 7i/(a/2) =

N/K. Upon success, each node will acquire information about at least one node in successive

slivers of the circular number space. This information is used to build a multilevel cache

(described below) having a hierarchy of ever dense knowledge,

[0047] This illustrates one reason why the system of the present invention is successful.

However, it also shows that, to maintain a small hop count, the size of the cache must grow

linearly with the size of the network. This is not acceptable. In order to be practical, the

system must scale better than linearly. A solution is to use the multilevel cache, i.e. split the

routing cache in two parts, one containing the entries whose keys are nearest to the local key,

another containing entries selected at random. As an illustration, suppose that the first cache

contains Kl entries, and the second one K2. The first node that processes a request will

select the entry whose key is closest to the target. If that entry is in the set Kl (corresponding

to an angle of a), the processing is complete. If it is in the set K2, the maximum distance
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between the target X and the selected entry Y will be at most half the distance between two

entries in the set K2. If the entries were equally spaced, the distance would be 2^""^^/K2, and

the corresponding angle would be (3= n/K2, At the next node the query will be processed as

discussed above. Each hop will see an angular reduction of at least a/2, where a=27tKl/N.

The number of hops will thus be H =1+2. p/a = 1+N/(K1 .K2). For a given total number of

entries to K^K1+K2, the smallest value ofH is obtained when Kl=K2=K/2. In this case, H =

l+N/(K/2)l

[0048] The size of the identifiers may vary with the size of the network and need not be

expressed in complement to 2 notation. However, a key requirement of the protocol is that

node identifiers can be treated as integers, varying between a minimum value NMIN and a

maximal value NMAX. In this space, DMAX may be defined as the maximum distance

between two points, such that DMAX = (NMAX-NMIN)/2, As such, the distance D between

two identifiers X and Y is defined as follows: (1) ifX < Y, then swap X and Y; (2) if ((X-Y)

< DMAX), then D = X-Y, else D - (NMAX +1 - X) + (Y - NMIN). As indicated above, if

numbers are stored in binary using complement to 2 logic, then the distance can be computed

as the absolute value of the difference between X and Y.

[0049] When processing queries, the cache is used to find the most suitable next hop.

This is done by first finding the subset of cache entries whose address is not already listed in

the list of relays. If the subset is empty, an indication of failure is returned. However, if the

subset contains exactly one entry, that entry is returned. Otherwise, two entries whose

identifier is closest to the target ofthe request are found. These entries may be named A and

B, and their respective distance to the target may be named DA and DB. The protocol of the

present invention then picks at random between A (with weight DB) and B (with weight DA),

and this random pick is returned.

[0050] In an alternate embodiment of the present invention, the cache may be divided

into an arbitrary number of parts. For example, ifwe have P parts, we will have a first set

containing K/P entries. The largest angle should be of the order of {3= P/2K. The next hop

will use the best match in the next level set, which will contain K/P entries, spread on an

angle of size P/K, After that hop, the residual angle will be b' = P^/2K^. This will continue
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until the last set is reached, at which point the angle will be reduced, at each set, by

a/2=K/(PN). The maximum number of hops will thus be H P-1 + N/(K/P/.

[00511 FIG. 3 shows the expected number of hops for a 500 entries cache and different

values of P. The key point illustrated this figure is that it predicts that, even if the size of the

network grew to 10^^ entries, the requests would be solved in 6 hops or less, if the cache was

partitioned in 5 or 6 data sets. For smaller networks, slightly better results may be achieved

with a lesser number of partitions. In practice, the optimal number of partitions will vary with

the size of the cache and the expected size of the network. In the above computations, it is

assumed that, in each data set, the keys are regularly distributed along the number space. In

networks where this is not necessarily true, the system can obtain the same efficiency by

allowing twice the number of entries. In one embodiment the nodes only learn the address

and identifiers of the nodes that were sending requests. In an alternate embodiment, the nodes

that process each request also leam the address and identifier of the responder. In yet a

further embodiment, in the case of failed requests, the nodes also leam the address and

identifier of the stations whose identifier was closest to the target, even if the target was not

present in the network.

[0052] This multilevel cache 1 84 may be visualized as illustrated in FIG. 4. As may be

seen, each level of the cache includes an indication ofthe MIN and MAX identifier defining

the bounds of that level. This MIN and MAX value is determined for the initial level as

]V[IN=X-N/2 and MAX=X+N/2, where N is the size of the number space and X is the local

ID. Within each level are the entries known by the node. Within successive levels, the MIN

and MAX are defined as (L-l)/K, where L is the number of the level.

[0053] In an embodiment of the present invention, a proactive cache build up strategy is

used, in which each node, when it cormects to the network, sends a succession of gratuitous

requests for strategically located identifiers. In simulations with 1000 nodes, 9 such requests

have proven sufficient to populate the caches, so that all the queries sent during this

simulation were served immediately, using in average 3 to 4 hops. However, more or fewer

such requests may be utilized.
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[0054] The multi-level cache is structured as a set ofL levels, each holding at most K

entries as illustrated in FIG. 4. The number of levels in the cache will be a function of the size

of the network and of the number of entries in each partition. This is problematic since the

nodes do not know a priori the size ofthe network to which they attach. For this reason, the

nodes dynamically add a level to their cache if they find out that the "last level" is full. The

number of entries in the last level of the cache is in fact a good prediction of the size of the

network. This level is supposed to contain a complete sampling of the nodes whose

identifiers fall in an interval of size 2*DMAX/(K^^"^^). If the number of levels in the cache is

dynamic, then the only parameter that must be chosen is the number of entries per cache

level. The choice of this parameter is a compromise between the efficiency of the query

resolution procedure and the amount of ancillary traffic required to set up the cache content.

FIG. 5 shows how the average number of hops required to solve a query varies as a function

of the size of the cache. The computation assumes that the data are distributed randomly, and

that the bounds of the cache for each level are computed as specified herein, i.e. dividing the

covered size by K/2 at each level.

[0055] In one embodiment, the value ofK is set to 20, although this value may be set to

other values depending on network size, hop count limits, etc. Each level of the cache is

characterized by a maximum distance to the local identifier. The distances are a fiinction of

DMAX, the maximum distance between two valid identifiers. DMAX is a function of the

number space, of a coefficient P equal to N/2, and of the cache level. The last cache level

contains entries whose distance to the local identifier is smaller than or equal to DMAX/(P^^"

^^). The first cache level contains entries whose distance to the local identifier is larger than

DMAX/P. The other cache level contains entries whose distance to the local identifier is

larger than DMAX/(P^), where L is the value of the level.

[0056] When a node learns about a new entry, it tries to insert it in the cache. To do this,

it performs the following steps. First, if the entry is already in the cache, the certificate of

that entry is replaced by the newly learned value, if that value is most recent. Second, if the

entry is not in the cache, the distance between the local identifier and the entry identifier is

computed. This is used to determine the level at which the entry should be cached. If the

selected level is the last level of the cache currently existing, and if there are K or more
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entries in the cache for that level, then a new level is added (set L - L+1). The entries at

level L are then divided between these two levels according to their distance to the local ID.

The selected level for the new entry is then reassessed. This process is repeated if necessary.

If, however, there are less than K entries in the cache for the selected level, the new entry is

simply added. If there are K entries in the cache for the selected level, and if the selected

level is not the last level of the cache currently existing, a replacement algorithm is

implemented to determine whether the new entry should replace an existing entry, and if so,

which entry it should replace. The simplest replacement algorithm is a "random

replacement", i.e. select at random one of the K cache entries and replace it by the newly

learned value. Finally, if the new entry was added to the last level, a flooding algorithm

discussed below is performed,

[0057] When a node adds an entry in the last level of its cache as just discussed, or if it

replaces an existing entry with a more recent value, the node engages in a flooding procedure.

To accomplish this procedure, the node prepares a flooding message containing the address

certificate of the local node, with an empty Ust of already flooded nodes. This message is

then sent to the address of the new entry. A list of the nodes in the cache whose distance to

the new entry is smaller than DMAX/(P^^"^^) is then prepared. If the addition of the new entry

was a result of a flooding message, the nodes that are marked as already flooded are removed

from the list. The node then prepares a flooding message containing the address certificate of

the new entry. The list of already flooded nodes is set to contain the local node, all the nodes

in the list, and, if the addition results fi-om a flooding message, all the nodes marked as

already flooded in that message. A copy of the message is then sent to all the nodes in the

list. Nodes with limited capacity may opt to restrict the size of the list of "flooding targets."

If they do so, they should retain in the list the nodes whose identifier is closest to the local

identifier.

[0058] As indicated above, cache entries are represented by an address certificate that

contains a date of validity. To maintain only current information about the other nodes in the

network, and to reduce the clutter of obsolete data, cache entries are removed from the cache

when the date of validity is passed in one embodiment of the present invention. Each node

that participates in the network in this embodiment, therefore, regularly renews its address
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certificate. Upon renewal, the new value is flooded, as if the node had learned a new entry in

the last level of its cache. This process ensures that its entry in the caches of other nodes will

not be removed as obsolete.

[0059] At regular intervals, the nodes preferably examine the structure of their cache, and

make sure that each cache level is reasonably complete. The last cache level is deemed to be

always complete; any other cache level is not complete if the largest interval between two

cache entries at this level is larger than 2*DMAX/(P^), where I is the value of the level. If this

is the case, the node will format a request message whose target is paced in the middle of the

largest interval, and will engage in a standard processing of this request.

[0060] As illustrated above, the system of the present invention can handle networks of

arbitrary sizes. However, each node must have a correctly initialized cache. As in Freenet,

nodes learn about other nodes as a side effect of the regular processing of requests.

Unfortunately, merely relying on the natural learning process is not sufficient to achieve

reliable performance. Therefore, the system ofthe present invention complements the natural

learning with three explicit procedures, the synchronization of direct neighbors, the flooding

of the level 1 updates, and the forceful announcing of a node's presence. The neighbor

synchronization procedure is designed to rapidly initialize the cache of a node that connects

to the network. The procedure is also used when two nodes decide to make a formal

connection. This is an easy way to cure a split. The flooding procedure ensures that the last

level ofthe cache is consistent. This is necessary to guarantee that the searches will actually

complete. Finally, the nodes announce their presence by looking for an identifier that is very

close, but not equal, to their own identifier. The request is routed to an existing neighbor. By

doing so, it is guaranteed that the host will be known by some related site. This will also

guarantee that the flooding procedure is triggered,

[0061] Before discussing the actual processing of these requests of the protocol of the

present invention, it is instructive to discuss exemplary message and data formats appropriate

in the protocol of the present invention. For example, each node in the network is described

by an address certificate that contains a node identifier, the node address, a date until which

the certificate is valid, and key and signature information. The format ofthe key and
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signature information will vary with the specific implementation. The important points are

that the information is sufficient to prove that the node is a member of the peer-to-peer

network, and that the relation between the node and the identifier is genuine. The date field is

used to make sure that the information is up to date as discussed above with regard to the

obsolescence of cache entries.

[0062] A request message contains the message code, REQUEST, the target of the

request, the address certificate of the origin ofthe request, the maximum number of relays

allowed for this message, and a progress list that contains for each node that processed the

request: the address of the node; and an indication of whether the node accepted or refused

the request. When the request is originated, the requesting node sets the message code, the

target value, and the address certificate of the origin. The number ofnodes is set to 1, and the

progress list is initialized to contain exactly one entry with the address of the origin and an

indication that the request was accepted. A REQUEST may also contain a 'best match'

certificate to help ensure a closest match is returned in the case where an exact match is not

found.

[0063] A response message contains the message code, RESPONSE, the target of the

request, the address certificate of the node that best matched the request, and a progress list

that contains for each node that accepted the request and has not yet processed the response

the address of the node. Nodes get removed offthe response list as the message makes its

way towards the initial requester. A flooding message contains the message code,

FLOODING, the address certificate that is being flooded, a list of all nodes that have already

received a copy of the certificate, containing for each node the address of the node. Nodes

get added to the list as the flooding progresses. A neighbor synchronization request contains

the message code, SYNCHRONIZE, the target of the request, expressed as a node identifier,

and the address certificate ofthe node that solicits the neighbor. A neighbor advertisement

message contains the message code, ADVERTISE, the upper range of the advertisement,

expressed as a node identifier, the address certificate of the node sending the advertisement,

and a list of entries for which a certificate is available, containing for each entry the identifier

ofthe entry. Finally, a neighbor synchronization request contains the message code,

SOLICIT, the target of the solicitation, and the address certificate of the node that solicits the

neighbor.
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[0064] Having now described a set of messages applicable to the protocol of the present

invention, attention is now turned to the resolution procedure introduced above. Specifically,

the query resolution procedure is the process by which unique numbers get resolved to

addresses. The node that requests a resolution formats a request message according to the

specification discussed above, and forwards that message to the most adequate neighbor. The

node that receive a request process it, and can either send back a response, forward the

request to another node, or send back a refusal if it cannot process the request.

[0065] When a node receives a request message, it first checks that the certificate of the

origin is valid. If the certificate is invalid, the request will be refused. If the certificate is

valid, the node updates its cache information with the address certificate of the origin

according to the rules specified above. It will then proceed with the message according to the

following steps. First, the target of the request is compared to the local identifier. If the two

values are identical, the final value has been found. The procedure then proceeds to step

four, otherwise it continues to the second step. Second, the list of relays is checked to

determine if it already contains an entry for the host. If this is true, the process proceeds to

step four. Third, the number of nodes in the list of relays is checked to determine if it is

lower than the number of allowed relays. If this is false, the process proceeds to step four. If

this is true, however, an entry is added to the list containing the address of the node and an

indication that the node accepted the query. Once this is complete, the process then proceeds

to step four.

[0066] In step four, if the identifier matched the target, or if the number of relaying nodes

has already reached the allowed number, the node updates the message code to RESPONSE

and places its own address certificate as the certificate of the best matching node. If the list of

relays already contains an entry for the host, the message code is also changed to response,

but the host does not update the certificate of the best matching node. The relay list of the

response will only contain the relaying nodes that accepted the request. If the local node is

the origin of the request, the processing is complete; otherwise, the message is relayed to the

first entry that precedes the local node in the list of relays and whose code indicates that it

accepted the request.
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[0067] The node uses the cache information to try to find a suitable next hop whose

address is not already listed in the list of relays. If there is a suitable next hop, the message is

relayed to that host. However, if there is no suitable next hop, the entry corresponding to the

relaying node is modified to indicate that the request was not accepted. Ifthe node is the

originator ofthe request, then the request has failed. Otherwise, the message is relayed to the

first entry that precedes the local node in the list of relays and whose code indicates that it

accepted the request. This procedure is designed to place all the transaction state inside the

message. As such, intermediate nodes do not have to keep a list of ongoing transactions.

[0068] When a node receives a response message, it first checks that the certificate of the

best match is valid. If the certificate is invalid, the request is refused. If the certificate is

valid, the node updates its cache information with the address certificate of the best match

according to the procedure discussed above. It then proceeds with the message according to

the following steps. First, if the best match identifier is not equal to the target of the request,

and if the local identifier is closer to the target than the best match identifier, the node

replaces the best match certificate by the local certificate. Second, the node's entry is

removed from the relay list. Ifthe local node was the first entry in the relay list, the request is

complete. Otherwise, the response is relayed to the last remaining node in the list.

The intermediate relays do not need to keep state in order to execute correctly this protocol.

[0069] Having described the core Peer-to-Peer Name Resolution Protocol (PNRP) of the

present invention, a mechanism to allow resolution of names through PNRP is now

discussed. In summary, these names are mapped onto the circular number space discussed

above through a hash function, e.g. MD5. However, there may be multiple entries for a

single hash value (e.g. in large groups of 10,000 members). As such, the group will be

located on the circular number space 182 as a single entry 186 as illustrated in FIG, 6, having

a large group 1 88 associated therewith. If this were the only mechanism for the resolution of

names to numbers, each node corresponding to that hash would have to have an enormous

cache of all members within the group to satisfactorily resolve the search. To overcome this

limitation, a unique number is associated with the hash of the name as <hash>.<unique

number> (<M>.<N>). The practical result of this addition is to expand the circular number

space 1 90 to include a mapping of each group member. With this extension, the core
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protocol discussed above may be used for names as well as numbers, and may scale to large

groups.

[0070] This peer to peer name resolution protocol (PNRP) allows peers to resolve

globally unique ID's into peer address certificates. A globally unique peer ID is preferably a

128-bit identifier. Ideally, peer IDs are randomly distributed in the peer ID number space. A

peer address certificate (PAC) is a collection of data associated with a peer ID and contains

the peer ID, peer instance address, peer friendly-name, full public key, and a signature which

verifies integrity of the entire certificate, excluding the public key and derivations of the

public key. Other data may be included in the PAC as needed. As discussed below, the

system of the present invention utilizes peer IDs, and a category peer ID prefix useful for

locating arbitrary instances of a class of peer resource.

[0071] Ideal properties for a peer ID scheme include random distribution, derivability,

security enabler, and instantiability. By random distribution, it is preferred that instantiated

peer IDs have a random distribution in the peer ID space discussed above. The less clustered

the IDs, the better PNRP resolution works. By derivability, it is meant the ability to generate

a peer ID fi-om a common, unique friendly name. Derivability allows one to obtain a peer ID

without knowing it in advance. This is advantageous because one can remember a more

intuitive name such as an email address easier than a numeric peer ID. The security enabler

refers to a peer ID composition that discourages identity theft. That is, in a preferred

embodiment the system of the present invention identity ownership is verifiable. Finally, the

PNRP of the present invention includes a well-defined mechanisms for allowing more than

one active instance of a Peer ID, e.g., a user's peer ID active on two machines

simultaneously.

[0072] The PNRP keys have two components: the identifier of the object, which in our

embodiment is a 128 bit number, and the identifier of the instance, which in our embodiment

is another 128 bit number, typically the IPv6 address at which the entry is available. Each

PNRP entry will contain, in addition to the key, a "proof that can be used to check that the

entry's publisher is entitled to publish the identifier, and to ensure that the information about

entries cannot be published against their will.
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[0073] In the simplest form of entries, the object identifier is the secure hash of the pubHc

key associated to the entry; the instance identifier is the IPv6 address at which the object is

available. The proof is obtained by signing the combination of identifier and instance with the

private key associated to this public key.

[0074] A group based identifier is the secure hash of the public key associated to the

group; the instance identifier is the IPv6 address at which a group member is present. The

proof is obtained by signing the combination of identifier and instance with the private key of

the group member, and then by disclosing a certificate signed with the group's private key

that assess that links the group member's public key to the group,

[0075] A user based identifier is the secure hash of the claimed identity of the user,

expressed as an e-mail address, with the secure key of a naming authority. The proof is

obtained by signing the combination of identifier and instance with the private key of the

user, and then by disclosing a certificate signed by the naming authority that links the user

name to the corresponding public key. Since e-mail addresses must be globally unique

addresses, the hashing procedure allows for 2^^ unique peers before a 50% probability of

collision between extracts.

[0076] With this extension to the core PNRP of the present invention, an individual host's

cache management may become more complicated. That is, ifmore than one ID is stored on

a given host, cache management must ensure that good neighborhoods are maintained for

each represented ID. In the ideal case (ignoring memory and processing), this cache contains

unique levels for each ID up to the point where two ID's overlapped at the same cache level,

then shared upper level caches. A cached PAC could have logical membership in more than

one cache level between different represented ID's.

[0077] The second extension to the base protocol of the present invention provides a real

world integration of the peer-to-peer resolution protocol with the domain name system

(DNS). By providing each node with an identification consisting of a DNS component and a

unique number, the DNS mechanism can be used to locate the centralized server for that DNS

component. That centralized server may then go into the peer-to-peer name resolution
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protocol (PNRP) space using the protocol of the present invention with the unique number

portion to find the particular node, and return that information to the requester. The

individual node can find a neighbor to help seed its cache by sending a request to the

centralized server with a random number.

[0078] Specifically, the PNRP DNS linkage allows for the resolution of peer identifiers

(PrID's) into authoritative address certificates. This service allows subscribers to obtain the

correct address for a connected peer. The internet uses DNS for address resolution. It is

advantageous to link DNS to PNRP for name resolution. Such linkage should enable DNS

clients to obtain the IP address of a PNRP client, using that client's friendly-name or encoded

PrID. It also minimizes the risk of a DNS resolver caching anexpired address. Further, it is

lightweight enough to run on any PNRP subscriber.

[0079] The PNRP DNS gateway will listen for TCP and UDP connections on port 53. It

will only accept queries with QCLASS^^IN, and QTYPE = AAAA or A6 (IPv6 addresses) or

*. The gateway will divide the QNAME into a hostname and a domain suffix. The domain

suffix must either be absent, or have TIP.' as its leftmost component. Any other domain

suffix will result in 0 answers. Preferably, the suffix is made part parametrizable, a definition

of the naming cloud.

[0080] When the gateway receives a valid query, it will perform up to two PNRP

searches on the hostname. First, a search will always be performed upon the results of the

default friendly-name-to-PrlD conversion. Preferably, this conversion is a 128-bit secure

hash of the friendly-name. Second, if the hostname corresponds to a valid ASCII

representation of a hexadecimal PrID, the hostname will be converted to a binary PrID, and a

search for that PrID initiated. Recognizing a need for stronger security, a combination of a

strong hash and secret may be used. If either search returns an address certificate which

exactlymatches the query, a DNS A-record is constructed for the match. TheA-record TTL is

set to either 1 0 minutes or the TTL of the addresscertificate, whichever is shorter. The

response is marked asauthoritative.
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[0081] A DNS server may be linked to a PNRP DNS gateway one of two ways. First, a

new zone may be created which is a child ofthe DNS server's authoritative zone. For

example, NTDEV.MICROSOFT.COM.'s authoritative name server would have a zone

P2P.NTDEV.MICROSOFT.COM with one or more NS records pointing to local PNRP DNS

gateways. Second, a new zone <P2P> may be created, where <P2P> is an arbitrary value,

such as for example "pnrp.net" or "p2p.microsoft.com". If such a zone is present in each

domain, pointing to the closest PNRP DNS gateway, peers may use DNS to discover their

local PNRP access point by resolving <PrID>.P2P. Ideally, each DNS server would have

both zones defined, to allow both local and global access to local P2P networks.

[0082] An example of this extension ofthe PNRP of the present invention to DNS is

illustrated in FIG. 7. This figure illustrates the two spaces, the DNS space 200 and the peer

to peer space 202. The linkage between these two spaces is provided by a server 204 having

an exemplary name ofp2p.microsoft.com. A node 206 existing in the peer to peer space 202

may have an exemplary name of 123450AF39.ptp.microsoft.com. Alternatively, the unique

number ID may be replaced with a fiiendly name as discussed above with regard to the name

to number extension to the core protocol. When a node 208 in the DNS space 200 wishes to

find the node 206 in the peer to peer space 202, it 208 sends a DNS query to the .com root

server 210, which passes the query to the .microsoft server 212, which passes the query to the

.p2p server 204. This server then uses the node id and the protocol of the present invention to

find the target node 206 in the peer to peer space 202 as discussed above. When the target

node 206 is found, the address is returned to the requesting node 208 in the DNS space.

When a new node 214 wishes to plug into the system and seed its cache, it simply sends a

request for a node having an id in the form of <random number>.p2p.microsoft.com. Of

course, one skilled in the art will recognize that other implementations may use a different

domain name, e.g. "pnrp.net" instead of "p2p.microsoft.com."

[0083] The foregoing description of various embodiments of the invention has been

presented for purposes of illustration and description. It is not intended to be exhaustive or to

limit the invention to the precise embodiments disclosed. Numerous modifications or

variations are possible in light ofthe above teachings. The embodiments discussed were

chosen and described to provide the best illustration of the principles ofthe invention and its
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practical application to thereby enable one of ordinary skill in the art to utilize the invention

in various embodiments and with various modifications as are suited to the particular use

contemplated. All such modifications and variations are within the scope of the invention as

determined by the appended claims when interpreted in accordance with the breadth to which

they are fairly, legally, and equitably entitled.


